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Learning from data of all sorts

Modern ML systems are trained on

(#1) data obtained from generative models
(synthetic)
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Learning from data of all sorts

Modern ML systems are trained on

steel arch bridge
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Learning from data of all sorts

Modern ML systems are trained on
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StackExchange
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Lessons from high-dimensional regression

Methodology based on ridge regression:
® Asymptotic risk characterization with number of features proportional to sample size

® Non-asymptotic deterministic equivalent for general growth rates, leading to scaling laws
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Lessons from high-dimensional regression

Methodology based on ridge regression:
® Asymptotic risk characterization with number of features proportional to sample size

® Non-asymptotic deterministic equivalent for general growth rates, leading to scaling laws

Insights into practice:
® How to select synthetic data?
® When to collaborate with an external provider holding private data?

® To what extent can data labeled by an imperfect teacher help?

When does data mixing produce synergy?
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Learning from synthetic data

Progress in generative models provides high-quality synthetic data [Trabucco et al.,
2024; He et al., 2023; Azizi et al., 2023]

DA-Fusion

Semantically
Augment

Augmented Images For Training Models

Marco Mondelli (ISTA) 5/32



Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Learning from synthetic data

Progress in generative models provides high-quality synthetic data, but the usefulness
of synthetic data is unclear:

e directly selecting data used to train the generative model is better [Burg et al.,
2023; Geng et al., 2024]

ResNet-50
top-1 accuracy (%)
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Learning from synthetic data

Progress in generative models provides high-quality synthetic data, but the usefulness
of synthetic data is unclear:

e directly selecting data used to train the generative model is better [Burg et al.,
2023; Geng et al., 2024]

® model collapse [Shumailov et al., 2024], bias [Wyllie et al., 2024]
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Formalization of the problem

How to select synthetic data?
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem

How to select synthetic data?

® Training and synthetic data are Gaussian mixtures

® Augmentation occurs per class

We study data selection for a single class, neglecting class interactions

Strong assumption, but insights translate to practice!
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Formalization of the problem
Training data: {(x},y/)}™; ~iia. D(pe, 3¢), xF € RP

1

vE= (0B + 2 E[xf] = pe B[x()T] =S, E[2f] =0, E[(0)?] = o
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Formalization of the problem
Training data: {(x/,y/)}/X; ~iia D(pe, Bt), xf € RP
vE= ()8 + 2 E[xf] = e E[x()T| =20, E[Z] =0, E[(0)] =0

Synthetic data: {(x7,y?)}"; ~iid D(ps, Xs), x7 € RP

yi= ()78 + 2 El]=pe B[ (x)T| =%, E[]=0, E[()] =0
B = minimum-norm interpolator of n := n; + ns samples
( f ) . ( ntvynt)v(xla}ﬁ)a"'v( nsvyns)

7/32
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Formalization of the problem
Training data: {(x/,y/)}/X; ~iia D(pe, Bt), xf € RP
vE= ()8 + 2 E[xf] = e E[x()T| =20, E[Z] =0, E[(0)] =0

Synthetic data: {(x7,y?)}", ~iid D(ps, Xs), x7 € RP

=) 8+ Bl =pe E ()| =% Elz]=0, B[(z)?) =0

minimum-norm interpolator of n := n; + ng samples

e 3=
( f ) . ( npynt)v(xla}/l)a"'v( nsvyns)

Excess population risk:

R(B) = E(x,))~D(e,3r) [(y - XTBV] —o?

7/32
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Analysis in high dimensions

Proportional regime: p, n — oo with fixed ratio p/n

® Train on two distributions and test on one of them [Fan et al., 2025; Song et al.,
2024]: same setup, except pr = pus =0
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Analysis in high dimensions

Proportional regime: p, n — oo with fixed ratio p/n
® Train on two distributions and test on one of them [Fan et al., 2025; Song et al.,
2024]: same setup, except pr = pus =0
Cannot set pu; = s = 0 for synthetic data selection

® Centering the data requires the mean of the test sample, which corresponds to the
unknown label.

Marco Mondelli (ISTA) 8 /32



Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Asymptotic risk characterization

Theorem [Rezaei, Kovacevic, Locatello and M., 2026]

Let p,n — oo, p/n € (0,1) (p < n) and M = 2;1/2252:1/2. Then, the random
quantity R(3) (dependent on data, noise) concentrates to the deterministic quantity

R(M) = = Tr [(alM +aaly) 7,

with aj, ap given by a fixed point equation. )

P. Rezaei, F. Kovacevic, F. Locatello, and M. Mondelli, “High-dimensional Analysis of Synthetic Data
Selection”, ICLR’26 (oral).
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Asymptotic risk characterization
Theorem [Rezaei, Kovacevic, Locatello and M., 2026]

Let p,n — oo, p/n€ (0,1) (p < n) and M = 2;1/2252;1/2. Then, the random
quantity R(3) (dependent on data, noise) concentrates to the deterministic quantity

. 0‘2 _1
R(M) == = Tr [(alM +az )Y,

with o, ap given by a fixed point equation.

Idea: Factor out means p, it as rank-2 perturbation and use anisotropic T
local laws (HX
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Asymptotic risk characterization
Theorem [Rezaei, Kovacevic, Locatello and M., 2026]

Let p,n — 00, p/n€ (0,1) (p < n) and M = ¥; /25,5, /2. Then, the random
quantity R(3) (dependent on data, noise) concentrates to the deterministic quantity

2
R(M) = Z-Tr [(aaM + a2 }p) ]

with o, ap given by a fixed point equation.
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Asymptotic risk characterization
Theorem [Rezaei, Kovacevic, Locatello and M., 2026]

Let p,n — oo, p/n€ (0,1) (p < n) and M = 2;1/2252;1/2. Then, the random
quantity R(3) (dependent on data, noise) concentrates to the deterministic quantity

R(M) = — Tr [(alM +as ) ,

with o, ap given by a fixed point equation.
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Means i, (1s do matter when training only on synthetic data (n; = 0)
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Synthetic data selection

How to select synthetic data?
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Given X, what is the optimal ¥, that minimizes the risk?

Marco Mondelli (ISTA) 10 / 32



Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Synthetic data selection

Given X, what is the optimal ¥, that minimizes the risk?

Theorem
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Synthetic data selection

Given X, what is the optimal ¥, that minimizes the risk?

Theorem
The matrix M minimizing R(M) among matrices of fixed trace is a multiple of identity.J

- 0. = 0.9 (theory)

e a—p, = 0.5 (theory)

. pg=0.1 (theory)
® 0, =0.9 (empirical)
® ps=0.5 (empirical)
® ps=0.1 (empirical)

Mx|l— %¥s x;

Excess risk

Matching covariances is optimal

0.1 —Og
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Synthetic data selection

Given X, what is the optimal ¥, that minimizes the risk?

Theorem

The matrix M minimizing R(M) among matrices of fixed trace is a multiple of identity.J

0.4 = p, = 0.9 (theory)

= p, = 0.5 (theory)
ps=0.1 (theory)
® ps=0.9 (empirical)
® p.=0.5 (empirical)
ps = 0.1 (empirical)

Mx|l— %¥s x;

Excess risk

Matching covariances is optimal

0.1 One,;

Same high-level picture for overparameterized regime p/n € (1,00) (p > n)
Marco Mondelli (ISTA)
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Experimental evidence

® Three paradigms to train ResNets on CIFAR-10
® Synthetic data from five truncated StyleGAN2-Ada models
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Experimental evidence
® Three paradigms to train ResNets on CIFAR-10

® Synthetic data from five truncated StyleGAN2-Ada models

Method Scratch Distillation Pretrained

No synthetic 4436 +£1.51 47.33+0.57 63.40+1.33
Center matching (He et al., 2023) 50.04 £2.84 53.83+0.59 67.01+0.89
Center sampling (Lin et al., 2023) 50.48 £2.03 54.91+1.07 67.71+0.90
DS3 (Hulkund et al., 2025) 52.83+2.19 58.32+0.43 68.21 +0.66
K-means (Lin et al., 2023) 50.74 £ 1.77 56.06 £ 0.68 66.50 £1.11
Random 49.38 +2.43 54.80 £0.91 67.65+£0.77
Text matching (Lin et al., 2023) 50.94 +1.40 55.17+0.57 67.81+0.76
Text sampling (Lin et al., 2023) 50.28 +1.18 54.824+0.72 67.45+1.02
Covariance matching (ours) 54.00+1.89 59.77 +0.61 69.20 £ 0.56
Real upper bound 61.08 £2.54 65.38+=0.51 74.35+0.56

Covariance matching outperforms all baselines

Marco Mondelli (ISTA)
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More experimental evidence

® ResNet-18 trained from scratch on ImageNet-100; synthetic images from
StyleGAN-XL and text-to-image (T2l) models

Method Truncated models  T2I models
No synthetic 40.78 +£1.29

Center matching (He et al., 2023) 53.39 + 0.37 53.96 + 1.06
DS3 (Hulkund et al., 2025) 57.47 £ 0.87 53.51+0.31
Random 54.14 £ 0.82 49.84 +1.32
Text matching (Lin et al., 2023) 53.39 +0.99 53.37+0.72
Covariance matching (ours) 57.52 + 0.36 53.07 £ 0.89
Real upper bound 62.67 + 0.65

Similar results on a broader dataset from computer vision

Marco Mondelli (ISTA) 12 /32
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More experimental evidence

® ResNet-18 trained from scratch on ImageNet-100; synthetic images from

StyleGAN-XL and text-to-image (T2l) models

® Linear model (on top of ImageNet-pretrained ResNet) trained on RxRx1; synthetic

images from MorphGen

Method MorphGen

No synthetic 86.83 +2.44
Center matching (He et al., 2023) 88.17 +2.35
Random 87.33 £2.03
K-means (Lin et al., 2023) 89.00 +1.70
DS3 (Hulkund et al., 2025) 89.67 +1.45
Center sampling (Lin et al., 2023)  88.75 £ 2.27
Covariance matching (ours) 90.00 + 1.86

Similar results on a broader dataset from computer vision and a specialized one from

fluorescence microscopy

Marco Mondelli (ISTA)
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Learning from private data

® Only summary statistics available — ridge
regression

n

T
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Learning from private data

® Only summary statistics available — ridge
regression

¢ (Differential) privacy guarantee — add noise to rﬂ

labels (and possibly features)
e
Er R
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Learning from private data

® Only summary statistics available — ridge
regression

¢ (Differential) privacy guarantee — add noise to rﬂ
labels (and possibly features)

. . o
® Apply for access before seeing data itself — &8
theory prediction depends only on
population-level quantities ﬁ E
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem

When to collaborate with an external provider holding private data?
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Formalization of the problem
Training data from C clients: {(xf,yf)}<; ~iid. D), xf eRP, cedl,...,C}

v = () B+ 7, Elxf] =0, E[xf(x)T| = e, Elz]=0, E[(z)*] = o2

® Both model and covariance shift
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem
Training data from C clients: {(xf,yf)}<; ~iid. D), xf eRP, cedl,...,C}

vE=(x) B+ 2, Elx]=0, E[xf(x)T| =B, E[zf] =0, E[(z\)?] = 02
Private release of labels:
Vi =y &, giCNN(OaU]%P,c)a cef{2,...,C}

® Guarantees in terms of p zero-concentrated differential privacy

® Features can be privatized as well
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Formalization of the problem
Training data from C clients: {(xf,yf)}<; ~iid. D), xf eRP, cedl,...,C}

vE=(x) B+ 2, Elx]=0, E[xf(x)T| =B, E[zf] =0, E[(z\)?] = 02
Private release of labels:
Vi =y &, giCNN(OaU]%P,c)a cef{2,...,C}
Weighted ridge regression:

<(b+h,)

[y -xé |-
24Y e - 2.4\ HbH +Z>\5€
2

(B,02,...,0c)=arg min
b,h,....h¢ n

*n=3cine
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Formalization of the problem
Training data from C clients: {(xf,yf)}<; ~iid. D), xf eRP, cedl,...,C}

vE=(x) B+ 2, Elx]=0, E[xf(x)T| =B, E[zf] =0, E[(z\)?] = 02
Private release of labels:
Vi =y &, giCNN(OaO-]%P,c)a cef{2,...,C}
Weighted ridge regression:

<(b+h,)

[y -xé |-
24Y e - 2.4\ HbH +Z>\5€
2

(B,02,...,0c)=arg min
b,h,....h¢ n

Excess population risk:
R(B,82,-..,8¢) = E(y )t [(y - XTﬂA)Q] — o}
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Asymptotic risk characterization

Theorem [Kovacevic, Cyffers, Mannelli and M., 2026]

Let p,n — oo, p/n € (0,1), nc/n — T, and assume {B.}S_; have independent,
zero-mean entries. Then, the random quantity R((3, 02, ...,0¢) (dependent on data,
noise) concentrates to the deterministic quantity R (dependent only on

{7e, By Uc}f:p {we, U%P,c, )\(SC}CC:2’ Ag)-

® Explicit expression for R (in terms of fixed point equations) depending on
population-level quantities

F. Kovacevic, E. Cyffers, S. S. Mannelli, and M. Mondelli, “High-dimensional Asymptotics and Dataset
Selection for Private Transfer Learning”, arXiv:2610.02578, 2026.
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Asymptotic risk characterization

Theorem [Kovacevic, Cyffers, Mannelli and M., 2026]

Let p,n — oo, p/n € (0,1), nc/n — T, and assume {B.}S_; have independent,
zero-mean entries. Then, the random quantity R(3, 92, ...,0c¢) (dependent on data,
noise) concentrates to the deterministic quantity R (dependent only on

{7_1'0 267 UC}E:lv {W67 U]%P,cv )‘55}5:2' )‘5)'

® Explicit expression for R (in terms of fixed point equations) depending on
population-level quantities

® Independence of entries of {ﬁc}cczl can be lifted — R depends on alignment of
Bc's weighted by the covariance
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Asymptotic risk characterization

Theorem [Kovacevic, Cyffers, Mannelli and M., 2026]

Let p,n — oo, p/n € (0,1), nc/n — T, and assume {B.}S_; have independent,
zero-mean entries. Then, the random quantity R(3, 92, ...,0c¢) (dependent on data,
noise) concentrates to the deterministic quantity R (dependent only on

{7_1'0 267 UC}E:lv {W67 U]%P,cv )‘55}5:2' )‘5)'

® Explicit expression for R (in terms of fixed point equations) depending on
population-level quantities

® Independence of entries of {ﬁc}cczl can be lifted — R depends on alignment of
Bc's weighted by the covariance

® Regularization and weights can be tuned (Bayes-optimally)
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Asymptotic risk characterization

Theorem [Kovacevic, Cyffers, Mannelli and M., 2026]

Let p,n — oo, p/n € (0,1), nc/n — T, and assume {B.}S_; have independent,
zero-mean entries. Then, the random quantity R(3, 92, ...,0c¢) (dependent on data,
noise) concentrates to the deterministic quantity R (dependent only on

{7_1'0 267 UC}gzlv {WO U]%P,cv )‘55}5:2' )‘5)'

® Explicit expression for R (in terms of fixed point equations) depending on
population-level quantities

® Independence of entries of {ﬁc}gzl can be lifted — R depends on alignment of
Bc's weighted by the covariance

® Regularization and weights can be tuned (Bayes-optimally)

® Extension to privatization of the features
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

® Real-world regression datasets (likely not linear models)

0.00

-0.01

Excess risk change
| | |

o o =4

o o o

S w N

—0.05

100 200 300 400
nz

(a) LSAC

Experimental evidence

Excess risk change
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(b) Lianjia
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(c) Student Performance

Theoretical predictions match well empirical performance

Marco Mondelli (ISTA)
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Experimental evidence

® Real-world regression datasets (likely not linear models)

® Dataset must be selected with access only to population-level quantities

0.0
S g
5 05 b
o o
s s —e— Random
£-10 2
S ] —+— Best local risk
] I
< -15 = —=— Largest sample
2 @ o
g _20 § —e— Ours
o o --#-- Lower bound (oracle)
vt =
&-25 S
& &
-3.0 -5.0
0 2 3 0 2 3
Auxiliary client number Auxiliary client number
(a) LSAC (b) Lianjia

Dataset selection based on theoretical predictions improves on baselines
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Learning from surrogate data

Pre-trained models label data:
e Knowledge distillation [Hinton et al., 2015]
® Self-training [Xie et al., 2020]

steel arch bridge canoe

Infer pseudo-labels
on unlabeled data

Train teacher model
with labeled data

Data augmentation Train equal-or-
larger student model
with combined data

and noise injected

Make the student a
new teacher

Dropout —|

Stochastic depth
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Weak-to-strong generalization

Strong student outperforms weak teacher [Burns et al., 2023]

Traditional ML Superalignment Our Analogy

Human level

Supervisor Student Supervisor Student Supervisor Student

Marco Mondelli (ISTA) 18 / 32



Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

A surrogate may be better than the ground truth

For ridgeless regression in proportional regime, optimal surrogate has lower risk than

ground truth

0.16
0.14
0.12
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Target Risk

x  Empirical Target Risk

Optimal Masked Surrogate-to-Target Risk

Empirical Optimal Masked Surrogate-to-Target Risk
Optimal Surrogate-to-Target Risk

x  Empirical Optimal Surrogate-to-Target Risk
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M. E. lldiz, H. A. Gozeten, E. O. Taga, M. Mondelli, and S. Oymak, “High-dimensional Analysis of
Knowledge Distillation: Weak-to-Strong Generalization and Scaling Laws”, ICLR’25 (spotlight).
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A surrogate may be better than the ground truth, but not by much

For ridgeless regression in proportional regime, optimal surrogate has lower risk than
ground truth, but it cannot improve scaling laws!

0.16 Target Risk
x  Empirical Target Risk
0.14 Optimal Masked Surrogate-to-Target Risk
0.12 Empirical Optimal Masked Surrogate-to-Target Risk
" Optimal Surrogate-to-Target Risk
ﬁ 0.10 x  Empirical Optimal Surrogate-to-Target Risk
o
;';';' 0.08
F 0.06
0.04
0.02
0.00

50 100 150 200 250 300 350 400 450
Sample Size (n)

M. E. lldiz, H. A. Gozeten, E. O. Taga, M. Mondelli, and S. Oymak, “High-dimensional Analysis of
Knowledge Distillation: Weak-to-Strong Generalization and Scaling Laws”, ICLR’25 (spotlight).
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem

To what extent can data labeled by an imperfect teacher help?
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Random feature ridge regression (RFRR)

Random feature model:

A

F(xia) = %Z ai0(x; ;)
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Random feature ridge regression (RFRR)

Random feature model: {(x;,yi)}"_; ~iia. D, x;i € R

A

1 P
f(x;a) = NG D ap(xiw),  yi=f(x)ten xi~px, g~ N(0,0%)
=
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Random feature ridge regression (RFRR)
Random feature model: {(x;,yi)}"_; ~iia. D, x;i € R
. 1 <&
fx;a)=—=> ap(xiw),  yi=f"(x)+e, X~ & ~N00%)
\/ﬁj,:l
Ridge regression:
a=(Z"Z+\p,)'Zy

© (2)ij = Jpelxiw) (ZE€R™P), y =[n.....y]  €R”
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Formalization of the problem

Teacher: {(x,-(t),y-(t))}fgl ~iiq. DO

]

y,'(t) _ f*(x,(t)) + 8§t)7 X,-(t) ~ Ly, 5(.t) ~ N(0,0’?)
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Teacher: {(x,-(t),y-(t))}fgl ~iiq. DO

]

y,'(t) _ f*(x,(t)) + 8§t)7 X,-(t) ~ Ly, 5(.t) ~ N(0,0’?)

1
e 5(t) = ridge regression solution, f(t)(x) teacher predictor

Student: {(x,-(s),y-(s))},'-il ~iid. DG

]
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Formalization of the problem

Teacher: {(x,-(t),y-(t))}fgl ~iiq. DO

]

y,'(t) _ f*(x,(t)) + 8§t)7 X,-(t) ~ Ly, 5(.t) ~ N(0,0’?)

1
e 5(t) = ridge regression solution, f(t)(x) teacher predictor

Student: {(x,-(s),y-(s))},'-il ~iid. DG

]
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N,L[/X
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem

Teacher: {(x,-(t),y-(t))}fgl ~iiq. DO

]

Y,.(t) = f*(Xi(t)) + 8,('t)7 X,'(t) ~ Hx; 5('t) ~ N(O,U?)

]

e 5(t) = ridge regression solution, f(t)(x) teacher predictor

Student: {(x,-(s),y-(s))},'-il ~iid. DO

]

( ) = 7O (x4, X{s)

N,L[/X

e 4(8) = ridge regression solution, fs (x) teacher predictor

(
)

Excess population risk:

R(FD) = Exn, |(F(x) = O (x))?]
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Two-stage learning via random feature ridge regression

® Teacher performs RFRR with n; samples, p; features and ridge \;
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Two-stage learning via random feature ridge regression

® Teacher performs RFRR with n; samples, p; features and ridge A:
® Student receives fresh samples labeled by trained teacher

® Student performs RFRR with ns samples, ps features and ridge As
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Deterministic equivalent of student risk
Theorem [Wu, Chen, Misiakiewicz and M., 2026]

Under technical assumptions, the random quantity R(7(*)) (dependent on data, noise)
concentrates to the deterministic quantity R(°) (dependent only on model
parameters X, 3%, teacher parameters n¢, pt, A+, and student parameters ns, ps, As):

|R(?(S)) — 72(5)’ S gnapm”hpt,}i(S)

D. Wu, L. Chen, T. Misiakiewicz and M. Mondelli, “Improved Scaling Laws via Weak-to-Strong
Generalization in Random Feature Ridge Regression”, ICML, 2026.
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Deterministic equivalent of student risk
Theorem [Wu, Chen, Misiakiewicz and M., 2026]

Under technical assumptions, the random quantity R(7(*)) (dependent on data, noise)
concentrates to the deterministic quantity R(°) (dependent only on model
parameters X, 3%, teacher parameters n¢, pt, A+, and student parameters ns, ps, As):

[R(FE) = RO < Ene o R

Idea: fﬁg)@
1. Deterministic equivalent for student given teacher model ;@%\?
S
I 4%

2. Deterministic equivalent for teacher model

D. Wu, L. Chen, T. Misiakiewicz and M. Mondelli, “Improved Scaling Laws via Weak-to-Strong
Generalization in Random Feature Ridge Regression”, ICML, 2026.
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e Explicit expression for R(*) (in terms of fixed point equations)
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Under technical assumptions, the random quantity R(#(*)) (dependent on data, noise)
concentrates to the deterministic quantity R(°) (dependent only on model
parameters X, 3%, teacher parameters n¢, pt, A+, and student parameters ns, ps, As):

R = RO < En, pronesp B

e Explicit expression for R(*) (in terms of fixed point equations)
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® Error term En, ponepe = O(ng ' + pt_l/2 + 0% 4 p; ) in typical cases
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Theorem [Wu, Chen, Misiakiewicz and M., 2026]

Under technical assumptions, the random quantity R(#(*)) (dependent on data, noise)
concentrates to the deterministic quantity R(°) (dependent only on model
parameters X, 3%, teacher parameters n¢, pt, A+, and student parameters ns, ps, As):

R = RO < En, pronesp B

e Explicit expression for R(*) (in terms of fixed point equations)

1/2 / ~1/2

® Error term En, ponepe = O(ng ' + pt_l/2 + 0% 4 p; ) in typical cases

® Dimension-free (covers d = )
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Deterministic equivalent of student risk
Theorem [Wu, Chen, Misiakiewicz and M., 2026]

Under technical assumptions, the random quantity R(#(*)) (dependent on data, noise)
concentrates to the deterministic quantity R(°) (dependent only on model
parameters X, 3%, teacher parameters n¢, pt, A+, and student parameters ns, ps, As):

R = RO < En, prinep B

Explicit expression for R(%) (in terms of fixed point equations)

1/2 / ~1/2

2y ps ') in typical cases

= — 12, -1
Error term &, p. pepe = O(ny 7'~ + p; 2 4 ng

Dimension-free (covers d = c0)

Additive guarantee: R(9) = O(1) under mild conditions (multiplicative guarantee
conjectured)
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Student scaling laws
Theorem [Wu, Chen, Misiakiewicz and M., 2026]

. . . . . (142ar) .
Consider the source-capacity conditions (X);; =i~%, (8*)i=i" 2 and the scaling
of model width and regularization p; = n}”, A\; = n; ™, ps = n{, ng = n}"

e = i, A
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Student scaling laws
Theorem [Wu, Chen, Misiakiewicz and M., 2026]

. . . . . (142ar) .
Consider the source-capacity conditions (X);; =i~%, (8*)i=i" 2 and the scaling
of model width and regularization p; = n/”, A\; = n, **, ps = n}®, ns = n]"™,

As = n{ws. Then, the student deterministic equivalent RE) = E(S) + B\(,Z)r satisfies

bias

3 i 5 (#)
B](Df;S = e (nt ’Ybias> , B‘(/';Z‘ = e (Ugntvvar>

® Explicit expressions for VS;S = 71(;;5(04’ Ty Yes Vpes Vhss Vpss Vg )
ek 1= W Wres Vper Tras Vo o)
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Student scaling laws

Theorem [Wu, Chen, Misiakiewicz and M., 2026]

. . . ._ (1+2ar) .
Consider the source-capacity conditions (X);; =i~%, (8*)i=i" 2 and the scaling
of model width and regularization p, = n;”, )\t =n; ¢, ps = n}*, ng = n",

As = n{ws. Then, the student deterministic equivalent RE) = B]S;S <+ B(Z)r satisfies

_ _ _ (s)
B —o(n ™), Bl-o (o)

® Explicit expressions for %S;S = ’71(;;5(0" £y Yaes Ypes Ve Vpss Vs )
’Y\(/Z% = 7\(723”( (07205 ’thv Vs ’YP57 7’75)
® Can compare with teacher scaling law [Defilippis et al., 2024] to establish when

weak-to-strong generalization takes place
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Weak-to-strong generalization via variance reduction

For variance-dominated teacher, student can always improve scaling law via variance
reduction (choosing properly number of samples, features and ridge). J

20 i_'_f_._._i_._'_‘_._‘ a=12, r=0.45
e Te:yp, =1.07
. . . .3
® Three students improving the scaling
law of their teacher
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Weak-to-strong generalization via variance reduction

For variance-dominated teacher, student can always improve scaling law via variance
reduction (choosing properly number of samples, features and ridge). J

a=12, r=0.45
Te:yp, =1.07
. . . 2=0.
® Three students improving the scaling "
law of their teacher Iy e
Vo= —0.4231
nfOSlg
Stiyn, =1.0
® Student achieves minimax exponent Ry
when teacher risk does not even decay S
Wlth nt o xs:()_.So.g
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Weak-to-strong generalization via bias reduction

For bias-dominated teacher, student may improve scaling law via bias reduction,
albeit in more restrictive settings. J
o1 a=1.05, r=1.68
. . Teiyp, = 0.7132
® Earlier work focused on improvement , = L 037
. . . . 2” 70749
in variance-dominated regimes [Dong s ot = 08640
—o— Vp=1215
et al., 2025] B . e
V]Z n[—l]Z
@ 5 Stiy,, =08
2 \ —e— Vp,=1.0
. . . . Ya,=-0.3
® Even if teacher is trained with clean 270 e
labels (o = 0), two students still 27 B Cvi
. . _ Vo =-05
improve scaling law 2 o2
26 27 28 29 210 211
ne
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

No weak-to-strong generalization for optimal teachers

For minimax-optimal teacher, no improvement possible in scaling law. J

® Three students match but do not
improve upon teacher scaling law

® Scaling law improvement stems from
teacher sub-optimality

210 211 212 213 214
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Learning from mixture data

Aucxiliary sources

Lots of empirical work on @

GitHub

® optimizing data mixture [Xie et al.,
2023; Fan et al., 2024; Liu et al., Sektmomnge @

2025 Y. ] Target C°"“"°" Crawl Books Wikipedia

® empirical scaling laws [Aghajanyan et \ j

al., 2023; Shukor et a., 2025; Sedova ﬁ]
et al., 2026; .. .]

Mixed data

Q4]
{5 &

=
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem

When does data mixing produce synergy?

Here, synergy = scaling law of the mixture better than that of each dataset alone
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem
Training data from K sources: {(x¥,y*)}7 | ~iia. Dk, xKeRP ke {l,...,K}

vk =(xNT8* + zF, E [x,-k} =0, E [x,-k(x,-k)T} =3, zK ~ N(0,02)

e (Covariance shift
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Formalization of the problem
Training data from K sources: {(x¥,y*)}7 | ~iia. Dk, xKeRP ke {l,...,K}

V=GB 2 E[x] =0 E[x6)T] =S 2 ~N(0.0])
® Covariance shift

Mixed ridge regression:

K
2 2
~ _ P i "
= arg min - X bH +)\HbH
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Formalization of the problem
Training data from K sources: {(xX,y/) Tk ~iid, D), xFeRP, ke {l,...,K}

H=(T8 2 Bl =0 E[x(N)T| =2 2~ N(.0])
® Covariance shift

Mixed ridge regression:
8 i i k— xkB|| "+ |[b||”
=argmin) 3_ |y - X8 + 5|
b —1 2 2

Excess population risk:

K

R(B) =D i (E(X,y)wp<k) [(y - XTB)ﬂ - Uf)

k=1
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Minimax error

Theorem [Wu, Chen, Misiakiewicz and M., 2026]

1. Minimax error under ellipsoid constraint is approximated by variational problem
depending only on model parameters M = {4, nx, 75, 02}

K
i%f s[L;*p ; L (E(X’y)N'D(k) [(y — xT,B)2] - U,%) = f\u;()) L(M, A).

D. Wu, L. Chen, T. Misiakiewicz and M. Mondelli, “When do data mixtures improve scaling laws?
Insights from high-dimensional regression”, arXiv:2609.38011, 2026.
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Minimax error and deterministic equivalent of the risk

Theorem [Wu, Chen, Misiakiewicz and M., 2026]

1. Minimax error under ellipsoid constraint is approximated by variational problem
depending only on model parameters M = {4, nx, 75, 02}

K
i%fsu*pZﬂ,t (E(X’y)N'D(k) [( — xT,B) ] — ak) = iut% L(M,A).

2. When X commute, random quantity R(3) (dependent on data, noise)
concentrates to deterministic quantity R depending only on M:

IR(B) = R| < Em,..nR-

D. Wu, L. Chen, T. Misiakiewicz and M. Mondelli, “When do data mixtures improve scaling laws?
Insights from high-dimensional regression”, arXiv:2609.38011, 2026.
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Minimax error

Theorem [Wu, Chen, Misiakiewicz and M., 2026]

1. Minimax error under ellipsoid constraint is approximated by variational problem

depending only on model parameters M = {4, nx, 75, 02}
K
“tlfsupz P (E(x,y)ND(k) [( —x'B)’ ] - Uk) = 80 APl Al

2. When X commute, random quantity R(3) (dependent on data, noise)
concentrates to deterministic quantity R depending only on M:

IR(B) = R < &y, R-

® Can derive scaling laws under source-capacity conditions (K = 2)

D. Wu, L. Chen, T. Misiakiewicz and M. Mondelli, “When do data mixtures improve scaling laws?
Insights from high-dimensional regression”, arXiv:2609.38011, 2026.
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Scaling laws for mixture data

Whenever mixed minimax rate is strictly better than minimax rate of either dataset
alone (source-only, auxiliary-only), ridge regression achieves mixed minimax rate. J
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Scaling laws for mixture data

Whenever mixed minimax rate is strictly better than minimax rate of either dataset
alone (source-only, auxiliary-only), ridge regression achieves mixed minimax rate. J

® Mixed minimax rate better than .o _T”ZZ
_ NS T
source-only and target-only rates 107 RN e N e!
10-2 --Ran
° i i i i % -
Optimally regularized ridge achieves 2 oo RO
mixed minimax rate 2 o
D 1074 R 1
10-5
1076 N
28 212 216 220 222

n
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Scaling laws for mixture data

Whenever mixed minimax rate is strictly better than minimax rate of either dataset
alone (source-only, auxiliary-only), ridge regression achieves mixed minimax rate. J

® Mixed minimax rate better than .o _T”ZZ
- ~TUs. A=t
source-only and target-only rates 107 NS E SN
10-2 --Ran
° i i i i % -
Optimally regularized ridge achieves 2 oo RO
mixed minimax rate 2 o
9 104 = e
® Size of auxiliary dataset needs to be 10-5
“just about right” X
1076 N
® Auxiliary tails need to be heavier 28 212 216 220 222
n
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Experimental evidence

Same qualitative phenomena in language models:

6.0 q 81.5M parameters
—§— Target-only
~i— Aux-only
- —&— Mixture
&
® Size of auxiliary dataset needs to S
e . " o
be “just about right 5
=
<
3
£
i
3.51
4‘1 é é 1‘2 1‘6 2‘0

Target dataset size (Mi tokens)
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Experimental evidence

Same qualitative phenomena in language models:

—— Target datasets (raw)
00D datasets (raw)
—— 0OD datasets (100-token running-window average)

® Size of auxiliary dataset needs to
be “just about right”

Normalized token frequency

e Auxiliary tails need to be heavier

10-7

0 10,000 20,000 30,000 40,000 50,000
Token rank (ordered by Target datasets)
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Learning from Data of All Sorts (Synthetic, Private, Surrogate and Mixture): Lessons from High-Dimensional Regression

Take-home message

Insights from asymptotic risk characterizations and deterministic equivalents on
learning from data of all sorts (synthetic):

o pad
e DA-Fusion L\ . 2
ol Sexmatically How to select synthetic data?
it Augment

Augmented Images For Training Models
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Take-home message

Insights from asymptotic risk characterizations and deterministic equivalents on
learning from data of all sorts (synthetic, private):

P Ao SO [~ BT
DA-Fusion T v T
ot Semantically iy
4 Augment -

T

When to collaborate with an external
provider holding private data?

0 How to select synthetic data?
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Take-home message

Insights from asymptotic risk characterizations and deterministic equivalents on
learning from data of all sorts (synthetic, private, surrogate):

(2

DA-Fusion
Semantically
Augment

St

When to collaborate with an external To what extent can data labeled
provider holding private data? by an imperfect teacher help?

How to select synthetic data?
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Take-home message

Insights from asymptotic risk characterizations and deterministic equivalents on
learning from data of all sorts (synthetic, private, surrogate and mixture):

DA-Fusion
Semantically
Augment

St

When to collaborate with an external To what extent can data labeled ~ When does data mixing produce
provider holding private data? by an imperfect teacher help? synergy?

0 How to select synthetic data?

Augmented Images For Training Models
T PO
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Take-home message

Insights from asymptotic risk characterizations and deterministic equivalents on
learning from data of all sorts (synthetic, private, surrogate and mixture):

(2

DA-Fusion
Semantically
Augment

St

When to collaborate with an external To what extent can data labeled ~ When does data mixing produce
provider holding private data? by an imperfect teacher help? synergy?

How to select synthetic data?

Auniary sources

StackExchange

Thank you for your attention!
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